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ABSTRACT 
 
Humber Bridge in the UK has been monitored continuously since 2011 using a sparse instrumentation system 
coupled to a powerful data management and interpretation system. This manages data from a range of sensors in 
different formats and at different samples rates featuring gaps and unequal intervals. 
 
Fusing, presenting and interpreting such data pose significant challenges.  The latest web application 
technology using real time data and 3D graphics have been used to demonstrate a platform for significant 
progress in data interpretation that can also link directly with other offline analysis tools. 
 
For Humber Bridge the present concern is the condition and replacement of bearings at the end of each span. 
The SHM/IT system has been used to track the bridge performance to aid the retrofit and check the effect on 
serviceability through observations of both static and dynamic performance. 
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INTRODUCTION  
 
Extensive research on structural health monitoring (SHM) systems has focused on the collection of appropriate 
data from sensors on the structure that can then be analysed by engineers in order to provide useful information 
about the health or performance of the structure. The SHM system previously installed on the Humber Bridge 
(Brownjohn et al. 2012) forms part of this research. 
 
There has been little work done on the user interface requirements for asset managers to use the information 
gained in a practical way. Recent developments in computer science have made it possible to make significant 
progress in developing tools for the end user to access this information on the web.  
 
This paper presents a proof of concept system architecture built using the latest open source web technologies. 
The presented system demonstrates how we can provide end users access to analysed structural health 
monitoring information in a web browser. 
 
METHOD OF SOLUTION 
 

Overview 
 
The approach taken was to determine the principal end user requirements of a SHM system from an asset 
manager’s perspective. During this development work Chris Day and Andrew Scullion were employed as 
resident engineers at the Humber Bridge with responsibility for major maintenance engineering works. Their 
combined experience was used to inform the process of determining the end user requirements from a bridge 
owner’s perspective.  These requirements were then used as a framework to assess the latest open source web 
technologies in order to determine how they could be met. 
 
A new IT system architecture was designed to meet all of the identified end user requirements by combining 
some of these latest web technologies. The main focus of the design was not providing a specific structural 
health monitoring system, but providing a simple, scalable and flexible framework solution for rapid 
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development of customized systems specific to the requirements of any particular bridge. The developed system 
architecture is shown below in Figure 1. 
 

 
Figure 1. Structural health monitoring system overview 

 
The sensor nodes are simple hardware configurations with embedded code to provide the minimum level of data 
capture and configuration needed to pass valid data back to the server at the required frequency. These are not 
PC based data loggers running desktop software, thus removing significant complexity and avoiding associated 
reliability issues. 
 
The server facilitates higher level functions of data processing, data mining, analysis and archiving as well as 
feeding the real time information to the web browser. 
 
Some of the SHM sensors installed on the Humber Bridge were adapted to connect to this new system as a proof 
of concept example demonstrating the developed system in use. 
 
End User Requirements 
 
The following list contains the identified principal end user requirements considered important for a practical 
structural health monitoring system. This list was devised from the combined input of two resident civil 
engineers with six years’ experience working on the Humber Bridge: 

 
1. The system must be a web browser based system with no requirements for downloaded plug-ins. This 

is to ensure the maximum compatibility and availability of the system as IT technology progresses over 
time. Any user will be able to access the system from any device with a web browser, without requiring 
installation access permissions to the device operating system.  

2. It must be a hypertext mark-up language version five (HTML5) and cascading style sheets (CSS) 
standards compliant system compatible with the major web browsers which support the latest web 
technologies including Internet Explorer, Chrome, Firefox and Safari. This is in order that the 
information can be viewed on any PC operating system or smartphone and will be more stable across 
future operating system upgrades. 

3. The system must be based on open source code in order that the end user is not forced into paying on-
going software license fees and is not restricted from improving the system in the future should their 
requirements change. 



 

 

4. The system must be reliable and scalable in order to handle very large amounts of data and provide a 
robust mission critical system where required. 

5. The system must be able to run on reasonably priced servers and not require state of the art expensive 
hardware. 

6. The system must be capable of integrating data from different sources in order to provide the 
comparisons and analysis required for calculating decision support information. 

7. The system must be immediately responsive on any average PC in order that the end user is not 
frustrated by waiting for a response from the server. This must be independent of any reasonable 
number of users online viewing the information at the same time. 

8. The system must be capable of providing real time graphical information as well as configured post-
processed or analysed information, in order that the user can make immediate decisions based on 
information presented. 

9. The system must have secure role based access control in order that individual users experience a 
customised level of access to the information relevant to their role. 

10. The web page presented to the user must be simple and intuitive providing appropriate levels of 
decision support information and not just data. 

 
From a development perspective, the system must also be highly flexible and allow for rapid customization in 
order to cater for a wide range of implementations.   
 
Humber Bridge Example 
 
For the Humber Bridge demonstration example, the four laser extensometers installed at the two towers for 
monitoring the longitudinal movement of the main span deck, were selected for transfer over to the new system. 
The laser sensors were selected for two reasons. Firstly, these lasers had proved very unreliable on the old 
system providing very little data, so there was little detriment in removing them. This reliability issue was 
caused by complexity in the hardware set up requiring multiple protocol conversions through windows based 
software to enable communication. Secondly there was an end user requirement to gain a better understanding 
of the in service demand and cumulative travel of the bridge bearings supporting the deck at these locations, so 
the information the system could provide would be immediately valuable. 
 
It was also decided to integrate weather data from the bridge weather station as this would provide useful insight 
into the thermal induced movements as well as prove the system could be integrated with the Siemens industrial 
SCADA system PLCs which control the weather station. 
 
Following selection of these sensors as the example proof of concept, in order to provide a focus for code 
development, specific demonstration system requirements were that the system would: 
 

1. Show a graphical view of the system, with a side and plan view of the bridge moving longitudinally in 
real time along with maximum and minimum displacement positions shown. 

2. Show the wind direction and strength at mid span with the corresponding representative twist of the 
bridge shown in real time. This is calculated from the difference between the East and West laser 
readings at each tower. 

3. Show the sensor status identifying when any of the sensors have gone off-line. 
4. Provide an interactive graph for analysis of the displacement and temperature data plotted against time 

with the ability to view various levels of detail over long and short periods of time. 
5. Provide a playback view where the data shown on the graph is replayed on the graphic showing how 

the bridge was moving at that time. 
6. Provide an interactive 3D CAD model of the bridge as a visualization showing the bearings and deck 

moving in real time. 
7. Provide a calculation of the cumulative displacement travelled by the deck at each tower. 

 
These requirements were selected based on the experience of the Humber Bridge Engineers and used as the 
basis for the development of the demonstration system in use at the Humber Bridge. The challenges which this 
posed along with the solutions which were developed and the open source projects used are presented in the 
results and discussions below. 



 

 

RESULTS AND DISCUSSIONS 
 

Real Time Information 
 
The first challenge presented by the above requirements is the capability of providing real time information to 
the web browser without causing a performance issue when multiple users are simultaneously online viewing 
the information. This was solved using a relatively new web technology called 'Websockets' which provide an 
open duplex channel for JavaScript Object Notation (JSON, json.org) data to flow to and from the server and 
web browser without Hypertext Transfer Protocol (HTTP) page requests. The result is that each web browser 
logged into the web server becomes a 'listener' to the server with an open web-sockets connection. Every time 
the server receives an update from any of the sensors the web browser hears the same update with the only delay 
being network latency. This means that hundreds of browsers can be logged into the web server with very little 
performance demand on the server. The readings from the sensors are received in the web browser display as 
fast as the network traffic can pass on the information that is usually under 10 milliseconds if the web browser 
has a reasonably good broadband connection to the internet. 
 
As of June 2012 the latest specification of the Websocket protocol is RFC 6455, and this is supported by all of 
the current mainstream desktop web browsers, and the mobile browsers on Apple iOS and Android. There is no 
support for WebSockets in Internet Explorer 9 or earlier, although fall-back methods exist.  
 
The use of WebSockets had consequences for the type of server running the back end of the system as well as 
the hardware at the sensor node required to communicate with it. There are currently very few servers which 
support web-sockets connections so the options here were limited. The open source ‘Tornado' server library 
written in the open Python programming language appeared to be the most stable and was selected for use to 
develop the back end system for processing the real time data. The Python language also provides advantages 
for performing post-processing calculations as the data arrives at the server using some well-developed Python 
libraries for doing statistical analysis. 
 
The demonstration server was set up using the following system: 
 

1. Intel Pentium 4 @1.8GHz 
2. 256MB RAM 
3. Ubuntu 10.04 
4. Python 2.6 
5. MySQL Server 5.1 

 
Testing with multiple sensors at rates of 1 Hz did not present any difficulties for this setup, either in 
performance or resource usage. One consideration of using a virtualized operating system is that the clock 
accuracy will not be as good as on physical hardware with a physical RTC. Hyper-V in particular is known to 
have issues when virtualizing Linux operating systems.  Note, notice that these are not the latest versions of 
Python or Ubuntu, however they are the versions with a stable release of the Tornado server library, some work 
is required to bring this up to date with the latest releases. 
 
Sensor To Server Communication 
 
The second challenge was to devise a flexible system for a wide variety of different sensor nodes to 
communicate with the server directly. The system is designed for the sensor node to be relatively simple, 
carrying out the minimum required pre-process reading validation on the data before sending it to the server. In 
addition the sensor node has the required housekeeping capability for a reliable system, including status 
information and self-re-start capability.  
 
The information sent to the server with each reading is just enough to identify the sensor data or status and 
trigger the required post processing analysis at the server, therefore minimizing network traffic.  
 
The system developed uses JSON text strings in a specific format sent using a WebSockets connection between 
the sensor node and the server. The JSON message string contains three levels of data, allowing multiple fields 
in multiple records to be sent in one message. The following text string format identifies the information 
required by the server to process the data a correctly.  
 



 

 

{"project":"1000","version":"1","messages":[{"type":"1","timestamp":"131451123"
,"node":"1","data":[{"archive":"1","field":"ext1_dist","value":"6998"}]}]} 
 
Top-level fields: 
"project" 
  Required 
  a numerical id for the project, assigned by ISHM. 
"version" 
  Optional. Defaults to 1 
  protocol version used by the node. May be be used in the future in case of 
major changes to the server's API, to allow fallback to node's API version. 
"messages" 
  Required 
  to be in the format "messages":[{record1},{record2}] 
  each record is to be enclosed in curly braces and comma separated, but no 
trailing comma after the last record. 
 
Message block (level 2)(i.e. 'record1' ... etc): 
"type" 
  Required 
  a numerical record type: 
  1: Measurement/data message from a node 
  2: Status message from a node, such as if the node is experiencing problems. 
This goes into a log. 
"timestamp" 
  Optional 
  a numerical UTC/UNIX timestamp 
  Currently stored to 1 second accuracy. No sub-second support. 
"node" 
  Required 
  a numerical node ID within the project. 
"data" 
  Required 
  to be in the format "data":[{field1},{field2}] 
  each record is to be enclosed in curly braces and comma separated, but no 
trailing comma after the last field. 
   
Data block fields (level 3) for message block level 2 type 1 (i.e. data message 
not status message) (i.e. 'field1' ... etc): 
"archive" 
  Optional 
  if this is passed, the data will be saved to the database. 
"ping" 
  Optional 
  if this is passed, the data will be sent over websockets connections to any 
connected clients. 
"field" 
  Required 
  text string for the field name 
"value" 
  Required 
  measurement value/reading for this field 
"type" (not yet implemented) 
  Optional. Defaults to integer. 
  "int": integer value  "dec": decimal value  "str": string value 
"average" (not yet implemented) 
  Optional  numerical value for the number of minutes to calculate averaged 
data for this field. 
  e.g. if set to 10, the 10 minute average will be calculated 
"diffnode" (not yet implemented) 
  Optional  Node ID of the "other" node 
"difffield" (not yet implemented) 
  Optional  string representing the field in the "other" node. If not set, 
assumes the same fieldname as "this" node 



 

 

"diffprimary" (not yet implemented) 
  Optional  the direction of the difference calculation 
  0: (diff = diffnode - thisnode) 
  1: (diff = thisnode - diffnode)   
"diffabs" (not yet implemented) 
  Optional  whether to calculate the difference as an absolute value 
  0: Maintain polarity 
  1: Calculate the difference as an absolute value 
 
Data block fields (level 3) for message block level 2 type 2 (i.e. status 
message) (i.e. 'field1' ... etc from line 32 above): 
"severity" 
  Required 1: Error, 2: Warning, 3: Info 
"message" 
  Required String status message 
 
The laser extensometers installed on the Humber Bridge (Figure 2) are off-the-shelf Hilti PD4 hand held laser 
rangefinders (Hilti,2007). These were used as part of the previous research project to provide reasonably cheap 
distance measurement accurate to +/- 2mm over a distance of 6-8m. The chip inside the Hilti PD4 device 
provides the capability for programmatically requesting a reading using serial communication over two 
terminals on the internal printed circuit board (PCB) of the device.  
 
In order to re-configure the laser extensometers to communicate directly with the new server using the above 
JSON format a new hardware set up was required.  
 
It was decided for budget reasons to use the Arduino Ethernet boards for this task in the demonstration system. 
This is because they are cheap, open source and easy to program with the relevant code and libraries to perform 
the required tasks. It is acknowledged that there are various limitations with the Arduino including very limited 
processing power and no real time clock for synchronizing readings from multiple nodes. For a permanent 
installation alternative more expensive hardware would be used. 
 

 
Figure 2. Humber Bridge extensometer locations and hardware implementation 

 
The system was set up with a Cat5 Ethernet connection to the bridge fibre optic network using Transmission 
Control Protocol/Internet Protocol (TCP/IP). Two of the pairs were used for power over Ethernet to supply 5V 
and 3V to the Arduino and Hilti laser respectively. This meant that a single Cat5 cable connects to the 
waterproof enclosure. Figure 2 shows the enclosure with the blue Arduino board top left and the red Hilti PD4 
laser rangefinder top right. There is also a transistor used to switch off the laser during the re-start sequence. 
     
The routine programmed into the Arduino following start-up was as follows: 

1. Create a WebSocket connection to the server IP address. 
2. Connect with the Hilti PD4. 
3. Start following loop:  
4. Request a reading. 
5. Check the reading is reasonable. 
6. Send the specific JSON text to the server with valid reading or status. 
7. If five bad consecutive readings are recorded re-start the laser. 



 

 

8. Every hour re-start the Arduino. (This was introduced as a result of the Arduino board’s 
communications chip regularly locking up which is a known issue and would not be an issue on more 
suitable quality hardware.) 

 
The Arduino boards have a WebSocket client library, which by default supports the hixie-75 draft standard and 
not the latest RFC 6455 standard. Support of hixie-75 is not available in the majority of web browsers and 
WebSocket servers (including Tornado), but enabling hixie-76 for the Arduino client is possible with a small 
modification to the library. It is not currently possible to use RFC 6455 on the Arduino, in part due to the 
limited resources on the micro-controller. The Tornado module for Python (with which the server is written) 
supports the RFC 6455 standard, and this is the preferred mode for connecting with user’s web browsers. 
Tornado has optional support for the older hixie-76 draft standard, and this is enabled in the SHM server for 
communication with the Arduino boards. 
 
The system running the Websocket server will be required to maintain accurate time, and this will be done via 
periodic synchronization with an Internet-based Network Time Protocol (NTP) time server. 
 
The weather data on the bridge is controlled by a Siemens SCADA system running a Siemens Object Process 
Control (OPC) server. The open source OpenOPC for Python (openopc.sourceforge.net) was used to 
communicate with the Siemens server and extract the weather data every 30 seconds. 
 
Graphical Representation In Web Browser 
 
The graphical user interface is the most important part of the system and significant time was spent researching 
options for providing the best web browser interaction with the information. 
 
Apache was selected for the web server as it is a stable and widely used open source solution for serving 
dynamic database driven web pages. The open source Drupal content management system, developed in PHP 5, 
was selected for providing the user access control and API for development of the various web pages. There are 
many open source content management system options and application programming interface frameworks 
available all with different pros and cons. Drupal, Joomla, Django, Ruby, Spring and Symphony were 
researched during this process. Drupal was selected mainly because of the developer’s familiarity with the PHP 
code language and because it has a very well developed granular role based access control system built into it 
along with a modular architecture which suits rapid custom development and integration with other business 
processes. 
 
Two web pages were designed, the first to provide the 2D graphic representation of the bridge along with the 
time history graph and play back functionality and the second to provide the proof of concept 3D CAD 
integration.  
 
The 2D graphics were created using HTML 5 canvas elements controlled by JavaScript code loaded with the 
page. The time history graph uses the open source Dygraphs (dygraphics.com) JavaScript library and is covered 
in more detail in the section on handling big data below. 
 
The 3D graphics were created using WebGL and Three.js which are open source projects that harness the power 
of the computer’s 3D graphics card from within the web browser in order to render 3D images without causing a 
performance hit on the browser. A script was written to convert stereo lithography format (STL) files exported 
from all the major CAD software packages into the Three.js shape geometry format for rendering in the browser. 
This means that any existing CAD model can be imported into the system. 
 
Figure 3 and Figure 4 show screen captures of the 2D and 3D graphics respectively. These static snapshot 
images do not represent the functional capability of these dynamic displays and are included only to give an idea 
of the system. 
 



 

 

 
Figure 3. Screenshot of real time 2D graphical user interfaces 

 

 
Figure 4. Screenshot of real time 3D graphical user interface 

 
Note, there is not yet full support for WebGL in all of the tablet and phone versions of the major web browsers. 
Further work is required to improve the availability of the 3D graphics on mobile devices. 
 
Handling Big Data 
 
MySQL (www.msql.com) was chosen as the database server because there is a mature MySQL module for 
Python and the demonstration system will be relatively small. It is accepted that there are other database systems 
that will be more suitable for certain installations of the system depending on the type and frequency of the 
readings. 



 

 

 
To reduce the load on MySQL, readings are queued in a buffer in the Python code and then written to the 
database in bulk. This buffer can be configured with command-line options to the Tornado server. If the 
Tornado server is terminated, it will first dump the contents of the buffer to the database. 
 
The first laser was migrated to the new system at Hessle tower East in October 2012 followed shortly after by 
the second at Hessle tower west. The opposite end of the main span at Barton tower had the lasers migrated in 
April 2013 however shortly after this the Barton tower East laser developed a fault and has not worked since. 
This is a fault in the Hilti PD4 laser hardware itself and requires a replacement.  At the time of writing, the 
three working sensor nodes have produced 30 million records of deck displacement data which is increasing at 
approximately 1 million records per week. The lasers are able to take a reading every 1-2 seconds. 
 
Handling this amount of data in a web browser without the system becoming frustratingly slow presents the 
third real challenge. An approach was developed to try and solve this problem which involves multiple levels of 
data aggregation with dynamic SQL queries and graph zooming capability. The result is that the user interface 
experience appears to have the full data set yet maintains a reasonable level of responsiveness. 
 
A number of JavaScript graphing libraries were tested for performance while handling big data sets. The open 
source Dygraphs library proved to have significant performance capability over all others tested and was 
therefore used to develop the time history graph for the user interface. 
 
The latest detail data is loaded for the past 30 minutes. As the user pans the graph, more detail data is added in 
background and data out of view is removed. As the user zooms out to view a longer time period, the data 
dynamically switches through two levels of aggregated data as the level of detail data becomes unreadable. As 
the user zooms back in to a new area of data, the detail data for that period of time is dynamically loaded in the 
background so that it replaces the aggregate data at the appropriate level of zoom. 
 
The mathematical calculations for the aggregate data are carried out by the server and these results are stored in 
separate tables in the database. The one-minute averaged and ten-minute averaged values are calculated for each 
respective period based on the data timestamp. 
 
Figure 5 and Figure 6 show screen images of the dynamic graph feature of the user interface. Figure 5 clearly 
shows the influence of individual vehicles crossing the bridge while Figure 6 shows the full data set at the time 
of writing illustrating the seasonal change as the temperatures up to the start of summer. 
 

 
Figure 5.  Screenshot of the time history graph showing the detail deck movement resulting from individual 

vehicles 



 

 

 
Figure 6.  Screenshot of the same time history graph zoomed out to the full data set. Recording started in 

October 2012 
 
CONCLUSIONS 
 
The results from this project have been very positive. The open source system architecture which we have 
developed has proved a proof of concept which is scalable and provides significant improvements in the way 
information can be presented to the end user. The integration of the 3D CAD has also presented the opportunity 
for further development using some of the latest data analysis, image recognition and augmented reality tools to 
build on this system and extend its capability dramatically. 
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